Evolving Perl

This item was submitted to Loughborough University's Institutional Repository by the author.


Additional Information:

- This is a conference paper

Metadata Record: [https://dspace.lboro.ac.uk/2134/3912](https://dspace.lboro.ac.uk/2134/3912)

Publisher: International Society for Genetic and Evolutionary Computation

Please cite the published version.
This item was submitted to Loughborough’s Institutional Repository (https://dspace.lboro.ac.uk/) by the author and is made available under the following Creative Commons Licence conditions.

For the full text of this licence, please go to: http://creativecommons.org/licenses/by-nc-nd/2.5/
Abstract

A list of requirements for a genetic programming representation is put forward and a representation separating the genotype and phenotype with a linear genome is presented. The target language for the genetic program is Perl. The mapping process, between the genotype and phenotype, converts blocks of four genes into program statements. This process is context-free and therefore provides inheritable characteristics. The representation is tested by evolving a selection of list evaluation and manipulation functions which are all evolved from the same language subset, with good results.

1 INTRODUCTION

Based on Holland’s Genetic Algorithms\[3\]|\[4\] (GA), the idea of evolving programs was first put forward by Cramer in 1985\[2\]. However, Genetic programming (GP) didn’t really become widespread until the work by Koza on the subject\[5\]|\[6\]|\[7\].

Most genetic programming representations can be classified into one of three categories; tree, linear and graph\[1\]. The representations can also be split into those that separate the genotype and phenotype and those that work directly with the actual program.

This paper presents a linear representation for genetic programming, which separates the genotype and phenotype. This allows a simple string (or list) of integers to be used for the genetic manipulation needed to create new generations of solutions. This string is then mapped onto the programming language used (in this case a subset of the Perl\[8\] language), for the purpose of evaluating the fitness of the solution to the given problem. The mapping process takes blocks of 4 genes from the genotype and converts them to program statements in a context-free manner and, therefore, these individual blocks are inheritable from parent to child. The separation of the genotype and phenotype leaves the system looking more like a traditional genetic algorithm, with the interpretation of the solution string contained within the fitness function.

The first section of this paper sets out a list of requirements for a genetic programming representation. This list of requirements is then used as the basis of a representation which is presented with an example in the following section. Finally, a set of list evaluation and manipulation functions are evolved to test the performance of the representation as part of a genetic programming system.

2 REQUIREMENTS

The following is a list of requirements for a genetic programming representation. It starts with some general requirements for GA representations in general and then moves on to some more specific GP requirements, including requirements of the mapping between the genotype and phenotype in the case where they are separate.

Quick Translation - For every newly created individual in a population, that individual needs to be translated into an executable form for fitness evaluation, in the case where the genotype and phenotype are separate. Therefore the mapping of the genotype to the phenotype needs to be efficient. For example, if there were 500 individuals in a generation and the genetic program was run for 50 generations, the translation of genotype to phenotype would occur 25,000 times. This is a significant proportion of the running time of the genetic program.
Simple Genetic Manipulation - To create a new individual from one or more individuals from the previous generation, it is necessary to use some form of genetic manipulation. This usually takes the form of crossing over the genes of two or more parent individuals and/or performing some kind of random mutation of the new individual. As this process occurs for all or most newly created individuals the representation needs to allow it to be simple and efficient.

Inheritable Characteristics - The major reason why genetic algorithms work is the principle of inheritance. This allows successful characteristics in solutions to be propagated through multiple generations. Therefore it is important that the individuals being evolved are represented in such a way that when a set of genes is passed on to the offspring of the individual, characteristics of the parents are preserved.

Minimal Solution Space - In general, the smaller the solution space, the faster the genetic program will be able to find a solution to the given problem. Alternatively, the larger the percentage of all possible genomes that is made up by good solutions the faster the genetic program will find one. However, the solution space should not preclude possible good solutions to the problem. The size of the solution space, in genetic programming, may be controlled by restricting the syntax and the terminal set available to the genetic program, i.e. the variables, operators and programming constructs to be used.

Maintain Syntactic Correctness - The solution space is restricted also by only allowing syntactically correct programs (phenotypes) to be generated. This rules out a large number of programs which are badly formed.

Limit Execution Errors - As well as errors in the syntax of the programs, other errors such as type mismatches and illegal array indexing can cause problems during the fitness evaluation. These problems need to be avoided where possible. In addition, problems such as infinite loops can disrupt the fitness evaluation process and is especially problematic when the programs are being tested in their natural environment rather than with limited runtime or through emulation.

Allow Scalability - A representation for genetic programming should allow arbitrary length programs to be represented.

Consistent Genotype to Phenotype Mapping - In cases where the genotype and phenotype are separate, it is essential that a given genotype always maps to the same phenotype, in order to result in a deterministic and robust fitness evaluation.

3 REPRESENTATION

This section is divided into four subsections. The first describes the representation for the genotype, the second the corresponding phenotype. The third and fourth subsections describe the mapping between the genotype and phenotype using an example.

3.1 GENOTYPE

The genotype for the genetic program is stored as a simple string (list or array) of integers. The integers are 8 bits (ranging between 0 and 255). Representing the individuals as a string of integers simplifies the process of genetic manipulation, crossover and mutation. The representation is easily scalable allowing arbitrary length individuals.

The following is an example of the representation in its genotype form.

```
132 24 97 2 . . . 214
```

3.2 PHENOTYPE

The phenotype, to which the genotype maps, is a program written in a subset of the Perl programming language. There are various reasons for using the Perl language. Perl is an interpreted language, meaning that it is not necessary to compile the programs that are evolved, for testing purposes. Perl is also self-evaluating, meaning it can create and execute code at runtime. In addition, Perl is untyped (a scalar variable in Perl can hold any scalar data type; string, integer, float, etc.) and declaration of variables is optional. One final feature of Perl which is an advantage in GP is that it has very good error handling and can recover from many error states without crashing.

The phenotype enforces syntactic correctness on the programs. This means that any genotype corresponds to a syntactically correct program. In addition, to minimise execution errors, certain semantic constraints are imposed. For example, to prevent infinite looping, a variable that is the target value of a `for` loop can not have another value assigned to it within the loop. Type mismatches are dealt with automatically by the Perl interpreter.
Table 1: List of available statements

<table>
<thead>
<tr>
<th>VALUE</th>
<th>STATEMENT</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>Assign</td>
</tr>
<tr>
<td>1</td>
<td>Add</td>
</tr>
<tr>
<td>2</td>
<td>Sub</td>
</tr>
<tr>
<td>3</td>
<td>Mul</td>
</tr>
<tr>
<td>4</td>
<td>Div</td>
</tr>
<tr>
<td>5</td>
<td>If</td>
</tr>
<tr>
<td>6</td>
<td>IfElse</td>
</tr>
<tr>
<td>7</td>
<td>ForVal</td>
</tr>
<tr>
<td>8</td>
<td>ForVar</td>
</tr>
<tr>
<td>9</td>
<td>End</td>
</tr>
</tbody>
</table>

Most of the statements require one or more variables. The variables are usually predefined in the wrapper code (see the example individual, section 3.4) and added to a list of variables. This means that the number of variables is variable. When a gene represents a variable, the modulo number of variables is used on the gene value to determine the corresponding variable. Table 2 shows an example list of variables which may be in use for an individual, this basic list is problem specific and is defined in the wrapper for the problem (see 3.4). Additional variables can also be added during the mapping, for objects such as loop counters.

In the if statement a comparison operator is required. There are six different comparison operators used, which are shown in Table 3. The gene representing the comparison operator is converted using the same modulo method as above.

In the for statement an integer value or variable is required as the upper bound for the loop. This value is
Table 2: Example list of variables

<table>
<thead>
<tr>
<th>VALUE</th>
<th>VARIABLE</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>$n</td>
</tr>
<tr>
<td>1</td>
<td>$zero</td>
</tr>
<tr>
<td>2</td>
<td>$res</td>
</tr>
<tr>
<td>3</td>
<td>$c0</td>
</tr>
</tbody>
</table>

Table 3: List of comparisons

<table>
<thead>
<tr>
<th>VALUE</th>
<th>COMPARISON</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>==</td>
</tr>
<tr>
<td>1</td>
<td>!=</td>
</tr>
<tr>
<td>2</td>
<td>&lt;</td>
</tr>
<tr>
<td>3</td>
<td>&gt;</td>
</tr>
<tr>
<td>4</td>
<td>&lt;=</td>
</tr>
<tr>
<td>5</td>
<td>&gt;=</td>
</tr>
</tbody>
</table>

arbitrarily constrained to be an integer between 0 and 19 in the later example (3.4) and therefore the modulo 20 of the gene value is written into the for statement (see Table 5), this is just to stop programs with excessive run-times being generated. In practice, this modulo value can be based on the input data for the fitness testing. In addition, the loop counter variable is added to the list of variables available and an indexed list element (such as $list[$c]) if appropriate.

This process of conversion means that a genotype will always be mapped to the same phenotype and the generated program will always be syntactically correct.

3.4 EXAMPLE INDIVIDUAL

As an example of the conversion from the genotype to the phenotype using the above representation, a possible solution to the problem of factorial is given.

Table 4 shows the genome as a list of integers. The values that are not used for the conversion have been replaced with an X.

Table 4: Example genome

<p>| | | | | | | |</p>
<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>38</td>
<td>21</td>
<td>X</td>
<td>X</td>
<td>25</td>
<td>55</td>
<td>25</td>
</tr>
<tr>
<td>13</td>
<td>38</td>
<td>66</td>
<td>87</td>
<td>49</td>
<td>X</td>
<td>X</td>
</tr>
</tbody>
</table>

Each program statement is generated from four genes. Table 5 show the four groups of four genes that make up the program. The first gene from each group represents the statement type. The modulo 10 of this value gives a number between 0 and 9 and this corresponds to a statement type from table 1.

In the case of the first group, the first gene value is 38, 38 modulo 10 gives the value 8 which corresponds to a ForVar statement. The second value, 21, corresponds to the target variable in the for loop. The last two genes are redundant for this statement, therefore the statement looks like for $c0 (0..($n%20)){. The variable $c0 is then added to the list of variables, that is an arbitrary choice and subsequent loop variables will be named with increasing numerical suffixes. The remaining three groups of genes are handled in the same way as above. Table 5 shows all of the statement conversions for the genome.

Finally the wrapper code, shown in Figure 2, is added to provide the variables for the problem and the output of the solution. Constant values are handled as variables so that it is not necessary to choose either a variable or a value. The final program, after the completed conversion, is shown in Figure 3. Note, the program will only work correctly for input values up to 19.

```
# Header
$n = ARGV[0];
$zero = 0;
$res = 1;

# Main Code
for $c0 (0..($n%20)) {
    if($c0 != $zero) {
        $res = $res * $c0;
    }
}

# Footer
print "$res";
```

Figure 2: Wrapper for example

```
# Header
$n = ARGV[0];
$zero = 0;
$res = 1;

# Main Code
for $c0 (0..($n%20)) {
    if($c0 != $zero) {
        $res = $res * $c0;
    }
}

# Footer
print "$res";
```

Figure 3: Example program to perform 5 factorial
Table 5: Conversion of genotype to phenotype

<table>
<thead>
<tr>
<th>GENES</th>
<th>MOD</th>
<th>STM</th>
<th>CODE</th>
</tr>
</thead>
</table>
| 38,21,X,X | 8,0,X,X | For | for $c0 \ (0..(\text{\$n\%20)})\{
| 25,55,25,73 | 5,3,1,1 | If | if($c0 != \text{\$zero})\{
| 13,38,66,87 | 3,2,2,3 | Mul | $\text{\$res} = \text{\$res} * \text{\$c0};$
| 49,X,X,X | 9,X,X,X | End | } } |

4 EXPERIMENT

The following experiment tests the above representation with the target of evolving a selection of list evaluation and manipulation functions. This section first describes the functions being evolved, the fitness functions used to test individuals during evolution and the experimental procedure used for testing. Finally the results of the experiment are given and a selection of evolved programs are shown.

4.1 FUNCTIONS BEING EVOLVED

The following list evaluation functions are evolved:

Max List - Find the largest element from a given list of integers.

Min List - Find the smallest element from a given list of integers.

Sum List - Find the sum of all elements from a given list of integers.

Average List - Find the average value of all elements from a given list of integers.

In addition, the following list manipulation functions are evolved:

Reverse List - Reverse the order of the elements from a given list of integers.

Sort List - Sort a given list of integers into numerical order from smallest to largest.

4.2 FITNESS FUNCTIONS

The following sections describe the fitness functions used to evolve the above set of functions. Arbitrarily, seven arbitrary lists of varying sizes were used as test inputs, except for the sort function where sixteen were used.

4.2.1 Max List

Each individual is given each of the test lists as an input and the output value returned by the individual is compared to the expected output. If the output is correct the individual receives 10 points of fitness, otherwise no points are given. An individual can therefore have a maximum fitness of 70. The actual maximum fitness for an individual is 71 as a starting fitness of 1 is given to each individual so that even the worst individuals have a possibility of reproducing.

4.2.2 Min List

As with max list, for each correctly evaluated list the individual receives 10 fitness points. Again, each individual can have a maximum fitness of 71.

4.2.3 Sum List

For sum list, the absolute difference between the expected result and the result returned by the individual was taken as the fitness value. The sum of these differences, for all seven tests, was taken as the overall fitness. This value was then normalised by subtracting it from 5000 (this value is based on the values in the test lists), making higher fitness better (and 5000 optimal). Any value greater than 5000 was normalised to 1.

4.2.4 Average List

The fitness test for average list was carried out in the same way as that of sum list, with the normalised fitness value being between 1 and 5000.

4.2.5 Reverse List

For reverse list, each of the individuals was given 100 fitness points for each of the returned lists which were of the correct length and a further 10 points for each of the list elements which were in the correct position. For the chosen lists a total fitness of 961 points were available, with a minimum score of 1.
4.2.6 Sort List

As with the reverse list fitness, 100 points were given for each returned list of the correct length and a further 10 points for each element which was in the correct position. In addition, 10 points were given for each pair of elements in the list which were in the correct order. This gave a maximum possible fitness of 1691 and, again, a minimum fitness of 1.

4.3 EXPERIMENTAL PROCEDURE

The following sections describe the hardware and software used for the experiments, the parameters used for the genetic programs and the wrapper code used for the individuals being evolved.

4.3.1 Hardware And Software

The genetic program was written using Perl v5.6.1 and run on a PIII 866 PC with 128MB of memory, running Windows 2000.

4.3.2 GP Parameters

All of the above functions were evolved with population sizes of 7 and mutation rates of 1 gene in 20. All of the functions were evolved with a fixed-length genome size of 40 genes apart from the sort function which had a genome size of 60 genes as preliminary tests suggested 40 was too restrictive. The genetic operators used for the experiments were a uniform (every-point) crossover and single-gene random mutation and all experiments were initialised with a seeded randomly generated population.

All of the tests were run ten times with a fixed set of random number generator seeds (1, 2, 3, 5, 7, 11, 13, 17, 19, 23), this was so the experiments were repeatable. As the language subset was the same for all of the functions, the only variable in the experiment was the fitness test.

4.3.3 Wrapper Code

Figure 4 shows the general structure for the wrappers for the list evaluation functions. The additional ‘temp’ variable is only used for the average list function. The +1 to get the size of the list is because $#list returns the index of the last element in the array and not the array size. In addition to the variables in the wrapper, the indexed variable $list[0] is also added to the list of variables.

Figure 5 shows the general structure for the wrappers for the list manipulation functions. Both reverse list and sort list have been given three ‘temp’ variables to work with. All the list manipulation has to be done in-place as there is only one list variable available during the evolution.

4.4 RESULTS

Table 6 gives the complete set of test results. The time and generation given are to reach the optimal solution. In all cases the optimal solution was reached as defined by the fitness function. Figures 6 to 8 show example solutions to some of the function evolutions. Redundant code has been removed from the solution programs, for added clarity, in cases where it was obvious that the code had no effect, e.g. statements such as $x = $x; or if($x != $x){...}. No code was removed that couldn’t be removed easily in an automated way. The exception is Figure 7, the sum list solution, which has been left in its original state as an example.

5 SUMMARY AND CONCLUSIONS

The following list describes how the representation presented fits in with the requirements set out.
Table 6: Results for list function evolution, S=seed, T=time and G=generations

<table>
<thead>
<tr>
<th>S</th>
<th>MAX</th>
<th>MIN</th>
<th>SUM</th>
<th>AVERAGE</th>
<th>REVERSE</th>
<th>SORT</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>T</td>
<td>G</td>
<td>T</td>
<td>G</td>
<td>T</td>
<td>G</td>
</tr>
<tr>
<td>1</td>
<td>1m48s</td>
<td>3427</td>
<td>10s</td>
<td>275</td>
<td>38s</td>
<td>408</td>
</tr>
<tr>
<td>2</td>
<td>2m12s</td>
<td>2777</td>
<td>14s</td>
<td>239</td>
<td>4s</td>
<td>68</td>
</tr>
<tr>
<td>3</td>
<td>6m41s</td>
<td>15454</td>
<td>7s</td>
<td>202</td>
<td>4m20s</td>
<td>2500</td>
</tr>
<tr>
<td>4</td>
<td>25s</td>
<td>756</td>
<td>3s</td>
<td>68</td>
<td>2m13s</td>
<td>2972</td>
</tr>
<tr>
<td>5</td>
<td>42s</td>
<td>917</td>
<td>5s</td>
<td>146</td>
<td>31s</td>
<td>604</td>
</tr>
<tr>
<td>6</td>
<td>18s</td>
<td>593</td>
<td>3s</td>
<td>93</td>
<td>3m32s</td>
<td>4832</td>
</tr>
<tr>
<td>7</td>
<td>1m48s</td>
<td>3322</td>
<td>3s</td>
<td>143</td>
<td>45s</td>
<td>1057</td>
</tr>
<tr>
<td>8</td>
<td>1m50s</td>
<td>462</td>
<td>7s</td>
<td>202</td>
<td>1m58s</td>
<td>1156</td>
</tr>
<tr>
<td>9</td>
<td>2m05s</td>
<td>4467</td>
<td>1s</td>
<td>28</td>
<td>16m46s</td>
<td>5205</td>
</tr>
<tr>
<td>10</td>
<td>40s</td>
<td>1292</td>
<td>3s</td>
<td>87</td>
<td>12s</td>
<td>196</td>
</tr>
</tbody>
</table>

```
my @list = @_;  # Header
my $size = $#list+1;
my $max = 0;

# Evolved Code
$max = @list[0];
for my $c0 (0..($size-1)%10) {
    if(@list[$c0%10] > $max) {
        @list[0] = @list[$c0%10];
        $max = @list[0];
    }
}

# Footer
return $max;
```

Figure 6: Max List, Seed 2

Quick Translation - The representation implements a fairly direct mapping between the genotype and phenotype, therefore the translation process can be performed in linear time.

Simple Genetic Manipulation - As the genome is linear and there are no special requirements for crossover or mutation, the genetic manipulation operations are simple.

Inheritable Characteristics - The representation implements statements as blocks of 4 genes with each block being context-free. Therefore, in the mapping between the genotype and phenotype, a block of 4 genes always maps to the same statement in both parent and child.

Minimal Solution Space - As the BNF represents only a small subset of the Perl language and only a small number of variables are used for each problem, the solution space is kept fairly small.

Maintain Syntactic Correctness - The mapping from the genotype to the phenotype ensures that all lists of integers map successfully to Perl program and all programs generated are syntactically correct.

Limit Execution Errors - As Perl is fairly robust in its error handling and all programs generated are syntactically correct, there should be no execution errors.
# Header
my @list = @_;  
my $size = $#list;  
my $tmp1 = 0;  
my $tmp2 = 0;  
my $tmp3 = 0;  

for my $c0 (0..$size%20) {  
    for my $c1 (0..$size%20) {  
        $tmp3 = $list[$c0%20];  
        for my $c2 (0..$c1%20) {  
            if($list[$c2%20] <= $list[$c0%20]) {  
                }  
            else {  
                $list[$c0%20] = $list[$c2%20];  
                $list[$c2%20] = $tmp3;  
            }  
        }  
    }  
}

# Footer  
return @list;

Figure 8: Sort List, Seed 11  

errors.

Allow Scalability - The genotype in the representation is a list of integers which is infinitely extensible and as each block of 4 genes maps to a statement in a context-free manner, the programs can be of an unlimited size.

Consistent Genotype To Phenotype Mapping  
- The list of integers always maps to the same program.

In general, the results of the list function evolution experiments were good. Some of the sort list functions took a long time compared to the number of generations, this is mainly due to a large number of nested for statements causing long run times during the fitness testing. This problem can be easily overcome in future experiments by limiting the number of nested for loops.

An additional cause of slow run times is the genetic programming system being implemented in Perl. If the system were implemented in C the run times would also decrease.

Long run times for the reverse list functions could possibly be accounted for by poor design of the fitness test set and scoring method.

In general, the solutions generated were similar to those which might be generated by a human programmer confronted with the same syntax constraints.

In summary, a list of requirements for a genetic programming representation was put forward and then a representation which followed the requirements was described. This representation was then tested on a set of list evaluation and manipulation problems and produced good results.

Acknowledgements

Thanks to everybody and all their friends. In addition, thanks to Nortel for their support, both financial and intellectual, during the project.

References


